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Session 6: Batch Edit 
 

At the end of this lesson participants will be able to: 

• Use batch edit to find errors in a data file 

• Use batch edit to correct errors in a data file 

• Use the hot deck technique to impute missing/inconsistent values 

• Use batch edit to filter, split and merge data files 

• Use batch edit to add new variables to a data file 

 

Overview of Batch Edit 
As we saw in the previous workshop, batch edit applications in CSPro allow you to run logic on a data file 

to produce an output data file and a report. Batch applications are similar to data entry applications in 

that they use a data dictionary and have PROCs that use most of the same logic functions. Where batch 

applications differ is that they run only on data that already exists and they run on the entire data file 

with no user intervention. 

Since we have very little existing data for our Popstan Household Survey application, we will use a 

different dataset for our batch edit exercises. We will use the Popstan census data on the course 

website. 

 

Checking for errors 
One use for batch edit applications is to identify errors and inconsistencies in a data file. Whenever you 

call the errmsg() function in a batch application, rather than showing the message in a pop-up window, 

the message is written to the listing file.  

For example, to check if the marital status variable has a valid value one could add the following logic in 

the proc for marital status.  

PROC P05_MS 

 

if not invalueset($) then 

    errmsg("Marital status %d not in value set", $); 

endif; 

 

Here we use in the function invalueset() which returns true if the value of the variable falls within the 

first value set of the variable. 

When we run this program the listing file is displayed. From that we can see, that there are 33 

individuals in the data file that have a blank marital status. 
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CSPRO Process Summary 

          +-----------------------------------------------------+ 

          |   29143 Records Read ( 100% of input file)          | 

          |       0 Ignored (       0 unknown,        0 erased) | 

          |      33 Messages (      33 U,       0 W,       0 E) | 

          +---------+--------------+--------------+-------------+ 

          |  Level  |  Input Case  |  Bad Struct  |  Level Post | 

          +---------+--------------+--------------+-------------+ 

          |     1   |       4872   |          0   |       4872  | 

          +---------+--------------+--------------+-------------+ 

                                                                 

Process Messages 

 

*** Case [010212500511020261] has 1 messages (0 E / 0 W / 1U)     

    U    -9 Marital status NOTAPPL not in value set 

 

*** Case [010608700220730221] has 1 messages (0 E / 0 W / 1U)     

    U    -9 Marital status NOTAPPL not in value set 

 

*** Case [020411800121100151] has 1 messages (0 E / 0 W / 1U)     

    U    -9 Marital status NOTAPPL not in value set 

 

User unnumbered messages: 

 

   Line    Freq  Pct.  Message text                                        Denom 

   ----    ----  ----  ------------                                        ----- 

      9      33    -   Marital status %d not in value set                      - 

 

CSPRO Executor Normal End 

-------------------------------------------------------------------------------- 

The listing file displays the case id above the error messages for that case. We can view any of the 

individual cases that have errors by copying the case id from the listing file and pasting it into the search 

box in DataViewer. 
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We can provide a denominator to the errmsg function so that it can compute a percentage for the error. 

The denominator is a variable that is used to count the universe that error applies too. This universe 

differs depending on the error. If it is an error on a single record then the denominator will be the 

number of cases. If the error applies to all individuals then the denominator will be the total number of 

individuals. If the error applies only to women then the denominator will be the total number of 

women. To calculate the denominator, we increment a logic variable every time we encounter a case or 

individual in the universe of the error. At the end of the batch edit run, the final value of the variable will 

be used as the denominator. For example, for the marital status check we would use a denominator of 

total number of individuals. We declare a global variable named numIndividuals which we increment in 

the line number proc (although we could do this in the proc of any variable on the person record). 

 

PROC GLOBAL 

numeric numIndividuals = 0; 

 

PROC CENSUS_DICTIONARY_FF 

 

PROC LINE 

 

inc(numIndividuals); 

 

PROC P05_MS 

 

if not invalueset($) then 

    errmsg("Marital status %d not in value set", $) denom = numIndividuals; 

endif; 

 

With the denominator, we now get the percentage of individuals with invalid marital status in the listing 

file. 

   Line    Freq  Pct.  Message text                                        Denom 

   ----    ----  ----  ------------                                        ----- 

     13      33   0.1  Marital status %d not in value set                  24271 

 

Group Exercise 

Use batch edit to identify cases in the data file where number of children born alive (P18_BORN) is 

inconsistent with age and/or sex. Specifically, print a message for all females under 12 with children 

born alive greater than zero and for all males of any age with children born alive greater than zero. Use 

denom in your errmsg to compute the percentages. 

Correcting errors 
To correct an error in the data file we can simply change the value of the variable by assigning a new 

value to it. For example, to set the marital status to "married" for all individuals with invalid marital 

status we assign it to 1. 
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PROC P05_MS 

 

if not invalueset($) then 

    errmsg("Marital status %d not in value set", $) denom = numIndividuals; 

     

    $ = 1; // Set to married 

endif; 

 

When we run this program, we specify an output data file. Any changes our logic makes to the data will 

only be reflected in the output file. The input file is never modified in batch edit. 

This fixes the error, although this may not be the most correct fix. We could instead come up with a set 

of rules to decide how to correct this error. For example: 

1) If the individual is 10 years of old or under marital status = never married 

2) If the relationship is spouse marital status = married 

3) If the relationship is head and there is at least one spouse in the household then marital status = 

married 

4) Otherwise pick a random value within the value set 

 We can implement this easily in CSPro logic. 

 

PROC P05_MS 

 

if not invalueset($) then 

    errmsg("Marital status %d not in value set", $) denom = numIndividuals; 

     

    if P04_AGE < 10 then 

        $ = 5; // Child - never married 

    elseif P02_REL = 2 then 

        $ = 2; // Spouse - must be married 

    elseif P02_REL = 1 and count(P02_REL = 2) > 0 then 

        $ = 2 // Head with spouse - married 

    else 

        $ = random(1,5); // Choose randomly 

    endif; 

         

endif; 

 

To be able to better see how we are changing the data, instead of assigning new values, we can use the 

impute() command. Impute modifies the variable and in addition it tracks all of the changes made and 

shows us a frequency distribution of the values that were imputed. Modifying our code to use impute 

gives the following: 
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PROC P05_MS 

 

if not invalueset($) then 

    errmsg("Marital status %d not in value set", $) denom = numIndividuals; 

     

    if P04_AGE < 10 then 

        impute($, 1); // Spouse - must be married 

    elseif P02_REL = 1 and count(P02_REL = 2) > 0 then 

        impute($, 1); // Head with spouse - married 

    else 

        impute($, random(1,5)); // Choose randomly 

    endif; 

         

endif; 

 

When we run this, in addition to the listing file, we get an imputation frequency file that shows the 

number of times each value of marital status was imputed. 

                           IMPUTE FREQUENCIES                           Page   1 

 

________________________________________________________________________________ 

         Imputed Item P05_MS: Marital status - all occurrences           

                                _____________________________ _____________ 

 Categories                           Frequency       CumFreq      %  Cum % 

_______________________________ _____________________________ _____________ 

 1 Married                                  23             23   69.7   69.7 

 2 Divorced                                  4             27   12.1   81.8 

 3 Separated                                 2             29    6.1   87.9 

 4 Widowed                                   1             30    3.0   90.9 

 5 Never Married                             3             33    9.1  100.0 

_______________________________ _____________________________ _____________ 

 TOTAL                                      33             33  100.0  100.0 

From the imputation frequency file, we can see that our rules appear to make individuals married 

almost 70% of the time.  

Another way to verify that our corrections are working and that we have not introduced new errors in 

the data is to run the batch application again using the output data file as the input data file. If our 

corrections have been done correctly, we should see no error messages when run on the output file. 

Once we have added a lot of error messages, the listing file can get quite busy. You can limit the error 

messages so that only the final summary message is written to the listing file by adding the key word 

summary after your errmsg call. 

errmsg("Marital status invalid") denom = numIndividuals summary; 
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When you add summary, you will no longer see the error messages on each individual case. It is 

common to leave out the summary when first editing a variable so that you can look at individual cases 

for patterns and then add summary once you have completed writing the edit. 

 

Group Exercise 

Use the following algorithm to correct the invalid values for literacy (P11_LITERACY): 

      -  If age is less than 5, set literacy to blank (question does not apply for under 5) 

      -  If highest grade completed (P10_HIGH_GR) is greater than or equal to 5 (primary school) set   

         literacy to literate 

       - If highest grade completed is less than 5, set literacy to illiterate 

 

Use the impute function and check how frequently each value of literacy is imputed. 

 

Cold deck imputation 
Often, rules for imputations like the ones above are difficult to come up with and may significantly 

change the distribution of the data.  Another imputation technique is to use a matrix containing 

common valid values for a variable based on the values of other variables. For example, the following 

matrix shows the most common values of marital status for a given age and sex. 

 

 Sex 

Age Male Female 

< 12 Never married Never married 

12-19 Never married Never married 

20-29 Never married Married 

30-39 Married Married 

40-49 Married Married 

50-59 Married Married 

60+ Married Widowed 

 

We can use this matrix to replace invalid values in our data. If we find and individual with invalid marital 

status, we find the marital status in the table above that matches the age and sex of the individual with 

the invalid marital status. For example, if we find an individual whose age is 15 and sex is male then we 

find the cell in the table for age 12-19 and sex male which contains the value "never married". We then 

impute never married for the marital status. The cold deck technique can be implemented easily in 

CSPro by representing the table as an array, however, it will set all the invalid values for a particular age 

and sex to the same valid value. In the above example we see that we will never impute a value of 

divorced or separated. 
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Hot deck imputation 
Hot deck imputation builds on the cold deck technique but instead of always using the same value for 

each cell of the table, it pulls valid values into the table from valid cases in the data file and uses those 

values to replace the invalid ones.  As you loop through the data file checking for invalid values of a 

variable, every time you find a valid value for the variable, add it to the hot deck in the appropriate cell. 

Every time you find an invalid value, use the current value in the appropriate cell of the hot deck to 

replace the invalid one. 

As an example, let's apply the hot deck technique for marital status using a table like the one for the 

cold deck above on the following population. 

Person 
num 

Age Sex Marital Status 

1 40 M Married 

2 40 F Divorced 

3 10 M Never married 

4 42 F blank 

5 47 F Married 

6 41 F blank 

 

For the first person, we have a valid value for marital status so we store that value in the hot deck in the 

cell for age 40-49 and male. 

 Sex 

Age Male Female 

< 12   

12-19   

20-29   

30-39   

40-49 Married  

50-59   

60+   

 

The next person also has a valid value for marital status so we add divorced to the cell for female age 40-

49  

 Sex 

Age Male Female 

< 12   

12-19   

20-29   

30-39   

40-49 Married Divorced 

50-59   

60+   
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For the next person we add never married to the male under 12 cell. 

 Sex 

Age Male Female 

< 12 Never married  

12-19   

20-29   

30-39   

40-49 Married Divorced 

50-59   

60+   

 

Person number 4 has an invalid value for marital status so we get the value from the cell in the hot deck 

for female aged 40-49 which is Divorced. We impute divorced for the marital status of person number 4. 

We do not change the hot deck. 

Person number 5 has a valid value for marital status so we replace the value in the hot deck for female 

40-49 with married. 

 Sex 

Age Male Female 

< 12 Never married  

12-19   

20-29   

30-39   

40-49 Married Married 

50-59   

60+   

 

Person number 6 has an invalid marital status so we replace it with the value from the hot deck for 

female 40-49 which is now "married". 

These imputations result in the following output data: 

Person 
num 

Age Sex Marital Status 

1 40 M Married 

2 40 F Divorced 

3 10 M Never married 

4 42 F Divorced 

5 47 F Married 

6 41 F Married 

 

Unlike with the cold deck, the hot deck imputed two different values for women age 40-49. 
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One issue with using the hot deck technique is how to initialize the matrix. One option is to use a cold 

deck to determine the starting values. Another option is to run the edit application twice. After the first 

run you discard the output file and save the values written to the hot deck. The saved hot deck is then 

used to initialize the matrix for the second run which does the actual edits. 

CSPro provides a number of features that makes it easy to work with hot decks. CSPro supports a special 

kind of array called a deck array. A deck array is declared like a normal array except that it is possible to 

put a value set as one or more of the dimensions. To create the hot deck with the dimensions above we 

would first add the appropriate value sets to the dictionary for the row and column groups of the table. 

We already have a value set for sex with the two vales male and female but we need to create a new 

value set for age that has the same groupings used in the hot deck. 

 

We can then use the names of our value sets as the dimensions of the array.  

PROC GLOBAL 

array hdMaritalStatusFromAgeSex(P04_AGE_HD_MS_VS, P03_SEX_VS1) save; 

CSPro will look at the number of entries in the value sets used and create a 7x2 array. The save 

keyword will save the values in the array to a file after the application is run and reload them to initialize 

the array on the next run. This supports running the edit program twice to initialize the hot deck. 

To retrieve a value from the hot deck we use the function getdeck() which takes the name of the hot 

deck array and the values to use to index the array. Usually these values are the variables for the value 

sets that were used to declare the array. 

getdeck(hdMaritalStatusFromAgeSex, P04_AGE, P03_SEX) 

 

To add or replace a value in the hot deck we use putdeck() which takes the name of the array, the value 

to insert and the indexes to use. 

putdeck(hdMaritalStatusFromAgeSex, P05_MS, P04_AGE, P03_SEX) 

 

Putting this all together, when we find a valid marital status we use putdeck to add it to the hot deck 

and when we find an invalid marital status, we use getdeck to retrieve the valid value and impute it. 
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PROC P05_MS 

 

if invalueset($) then 

    putdeck(hdMaritalStatusFromAgeSex, $, P04_AGE, P03_SEX); 

else 

    errmsg("Marital status %d not in value set", $) denom = numIndividuals; 

    impute($, getdeck(hdMaritalStatusFromAgeSex, P04_AGE, P03_SEX)); 

endif; 

 

We should run our edit twice, once to initialize the hot deck and a second time to do the imputations. 

When using hot deck arrays, in addition to the imputation report, you can also view the saved hot deck 

file. It is saved in the same directory as the batch application and has the file extension ".sva" for "saved 

array". If you double click on this file, the saved array viewer starts and displays the values in the array 

from the end of the last run of the application. Any cells that have not been set with putdeck will have 

the value "default". These cells can be problematic.  If you try to impute using the value retrieved from 

them you will introduce variables with value "default" in the output file. If you have such cells, you 

should adjust the value sets used to declare the array to combine the cells containing default with 

adjacent cells that have non-default values in them. The saved array viewer can also show you the 

number of putdeck and getdeck calls for each cell in the table which can also help you adjust the value 

sets used for the deck rows and columns. 

Note that hot decks do not have be two-dimensional. Sometimes a single dimension or even a 3- or 4-

dimension hot deck can be appropriate. Deck arrays in CSPro support any number of dimensions. 

 

Group Exercise 

Impute valid values for children born alive using the following rules: 

      1) For males, set children born alive to blank (notappl) 

      2) For females under 12, set children born alive to blank (notappl) 

      3) For all other invalid or unreported values use a hot deck to impute the value. The hot deck should    

           be based on age and highest grade completed. Make appropriate value sets of both to use for the  

           hot deck and verify that the hot deck is working correctly using saved array viewer. 

 

When to use hot decks 
Hot deck imputation works best when the percentage of invalid values in the data is low so that for 

every invalid value there are plenty of valid values to use to fill the hot deck. This is generally the case 

for population censuses and large surveys, however for small sample surveys hot deck may not be 

appropriate as even a small change in the distribution of responses in a small sample is magnified. In 

such situations it may be better to use a rule based approached or to simply set invalid values to 

"unknown" or "no response". 
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Using batch edit to remove cases 
Sometimes it is useful to get a subset of a data file by filtering out certain cases. For example, removing 

empty households from the data file or even just taking a 10% sample to have a smaller file to work 

with. In batch edit, this can be done using the skip case command. When skip is run on any proc in a 

questionnaire, it stops processing that case and does not write it to the output file. 

As an example, let's create a batch application to remove all the empty households from the data file. 

An empty household is one that contains no person records. We create a new batch application using 

the Popstan census dictionary and the following logic: 

PROC QUEST 

preproc 

if count(PERSON) = 0  then 

    errmsg("Removing empty household") summary; 

    skip case; 

endif; 

 

After running this application, we see that 416 households were removed. Checking the size of the 

output file we see that it contains only 4,456 cases which is 416 less than the 4,872 cases in the original 

data. 

Group Exercise 

Write a batch edit program to create a data file containing only households headed by children under 

18. How many households do you get in the output file? 

We could use the same technique to create a sample file of the original data file if we wanted to work 

with a smaller dataset. However, CSPro has built-in function for creating a sample in the dictionary 

macros. 

Splitting files 
Let's say we wanted to split our data file into a single file for each province so that we can analyze each 

province separately. We can do this using the setoutput function. Setoutput allows you to change the 

output data file from inside your batch edit application. To split the data file into one output file per 

province we can set the name of the output file based on the province code. 

setoutput(maketext("Prov%02d.csdb", PROVINCE)); 

 

After running our batch application, we end up with multiple files: Prov01.csdb, Prov02.csdb,… 

Adding weights 
You can use batch edit to add new variables to a data file. You might use this to add a weight variable to 

your data. Attaching the weight to each household in the data file will make it easier to produce 

weighted tables (we will see that tomorrow). Say we have weights for each district computed from a 

sample in an Excel Spreadsheet like this one: 
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PROV DISTRICT WGT 

1 1 1.2345 

1 2 3.4567 

1 3 5.6789 

1 4 7.8901 

1 5 9.0123 

 

We can add a new variable for the weight to the end of the household record. We add it to the end to 

avoid changing the start positions of the existing data. 

Next, we convert the weights spreadsheet to a CSPro lookup file and dictionary using Excel2CSPro. We 

add the new dictionary to our batch application and now we can use loadcase to assign the weight. 

PROC WEIGHT 

 

// Load weight from lookup 

if loadcase(WEIGHT_DICT, PROVINCE, DISTRICT) then 

    $ = WGT; 

else 

    errmsg("Missing weight for %d %d", PROVINCE, DISTRICT); 

endif; 

 

     

Combining data files 
In session 2, we implemented flow control by separating our data into multiple applications. The result 

is that we have separate data files for each section of the questionnaire. In order to analyze the data, we 

need to combine these separate sections into a single data file. We can do this using a batch edit 

application. Create a new batch edit application with the combined dictionary (the one containing all the 

sections) as the main dictionary. As the input file we use the main household roster data file. Since this is 

a subset of the combined dictionary, our batch application will read it and leave the records and 

variables for the other sections blank.  We add the section dictionaries to our batch application as 

external dictionaries. For each case that is read in the main dictionary, we use loadcase to load the 

corresponding household in the external dictionary for each section. We then copy the values one by 

one from the section dictionary to the combined dictionary. Our output file will contain the data from all 

the section data files merged together. 

 


